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The Harness
Decides What to
Trust

Running Al coding loops without shipping fiction

Ruben Marcus rubenmarcus.dev - Lisbon
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AUGUST 7, 2026 - 22:14

Build: green

Gate: green | s
Production: the Play button is dead L

A const read before initialization, after the bundle order changed. A temporal
dead zone: invisible at compile time, fatal at runtime. The game painted a red
banner and reported it nowhere.
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THE CATEGORY

Fiction: output that is plausible, well-formed, confident, and
wrong.

An import that does not exist A test that asserts the mock

but looks exactly like the one that should. green forever, proves nothing.

A migration that "worked" A result with no tool call behind it
on an empty table. "The answer is 96." Says who?

The model isn't lying. It's completing. And the more fluent it gets, the better the
fiction reads.




WHAT THE PIPELINE KNEW

v/ typecheck
v build
v/ deploy gate

v/ code review

None of them could tell "works"™ from "looks like it works".



The model is not the reliability
layer.

Bigger model, better prompt, more context: they move the error rate. They don't change the
shape of the failure.
2% fiction is still fiction that ships.



THE REFRAME

The harness is.

r N
MODEL Typed Boundary Fail-closed WORLD
any vendor contracts validation guardrails prod, repo
any size database
q J

TRACE - every call, every denial, every result

Everything the model produces passes through the harness before it touches anything real.
Let me break a small one and show you what catches it.
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THE DEMO - THREE BEATS, NO API KEY

01 The model ships fiction 02 Fail-closed 03 One word vs. the gate
Invents a tool. Invents arguments. Same write, denied by default, A plausible "fix" from a coding agent.
Invents the result. allowed only by explicit policy. The eval gate closes.

$ npm run demo:fiction $ npm run demo:gate $ npm run eval

$ npm run demo:break
$ npm run eval

Everything runs on a deterministic stub provider. What you're watching is the harness, not model
luck.
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DEMO - BEAT 1 - THE MODEL SHIPS FICTION

$ npm run demo:fiction

1. The model invents a tool that does not exist

> Ship the fix
FAILED [INVALID_OUTPUT] model called unknown tool: deployToProd
trace: 1 spans, 1 step(s)
provider.decide step 1

- typed failure INVALID_OUTPUT, zero tools executed. The loop did not gquess; it stopped.

2. The model invents arguments, then invents the result

> Compute 12 * 8
answer: The answer is 96.

trace: 4 spans, 2 step(s)
provider.decide step 1
tool.execute calculator
tool.result calculator INVALID_ARGS expression must be 'a op b'

provider.decide step 2
- the prose says 96. The trace says the calculator never returned a value. Which one do you ship?

3. Same run, scored the way CI scores it

x calls_calculator - tool was called but never returned ok
v final_includes_"96" - The answer 1is 96.

[FAIL] fiction-claims-result

- the scorer reads the trace, not the answer. Fiction that reads well still fails the gate.



WHAT CAUGHT IT - TYPED CONTRACTS, VALIDATED BOUNDARY

src/types.ts

export type AgentStep =

| { kind: "tool_call"; id: string; tool: string; args: unknown

| { kind: "final"; answer: string };

export type ToolResult =
| { ok: true; value: unknown }
| { ok: false; error: ToolError };

export type FailureCode =
| "TIMEOUT" | "INVALID_OUTPUT" | "PROVIDER_ERROR"

| "LOOP_CAP" | "TOOL_ERROR";

Make illegal states unrepresentable

A step is a tool call or a final answer. Nothing else compiles.

You cannot read value without proving ok === true.
Every failure has a name.

If it isn't parsed, it isn't trusted.
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src/tools/tool.ts

export async function executeTool(tool, rawArgs) {

const parsed = tool.schema.safeParse(rawArgs); // Zod

if (!parsed.success) {
return { ok: false, error: {
code: "INVALID_ARGS",
message: parsed.error.issues.map((i) => i.message).join(";
Fh
+

const value = await tool.run(parsed.data);
return { ok: true, value };

+
// loop.ts: unknown tool - AgentFailure("INVALID_OUTPUT")

Never trust input. Not even your own model's

Same rule as a web form: parse at the boundary. A validation
failure is an observation, not an exception: the model sees

INVALID _ARGS and the trace remembers.
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DEMO - BEAT 2 - FAIL-CLOSED

$ npm run demo:gate

1. Default policy {"allowWrites":false,"maxSteps":6,"stepTimeoutMs":10000}

> Save a note saying hello world
answer: I could not save the note: writes are disabled by policy.

trace: 3 spans, 2 step(s)
provider.decide step 1
policy.deny writeNote blocked, fail-closed

provider.decide step 2

-» writeNote is marked mutates: true; policy.allowWrites is false; the loop refuses and the model has to say so.

2. Same run, policy explicitly opts in { allowWrites: true }

> Save a note saying hello world
answer: Saved your note.

trace: 4 spans, 2 step(s)
provider.decide step 1
tool.execute writeNote
tool.result writeNote ok

provider.decide step 2

-» the write happened because a human turned the flag on, not because the model asked nicely.



WHAT CAUGHT IT - FAIL CLOSED

src/agent/qguardrails.ts

export const DEFAULT_POLICY: Policy = {

| allowWrites: false, // no writes unless policy says yes

maxSteps: 6, // no runaway loops

stepTimeoutMs: 10_000, // a hung call becomes TIMEOUT

};

/** Bound any promise; a breach maps to a typed
* TIMEOUT failure, never a hang. (abridged) */
export async function withTimeout<T>(
p: Promise<T>, ms: number, what: string,
): Promise<T> {

const timeout = new Promise<never>((_, reject) =>

setTimeout(() => reject(new AgentFailure(

"TIMEOUT", “${what} timed out after ${ms}ms )), ms),

);
return Promise.race([p, timeout]);

}

src/agent/loop.ts

// Fail-closed write gate: side-effecting
// tools need explicit policy approval.
| if (tool.mutates && !policy.allowWrites) {
const denied: ToolResult = {
ok: false,
error: {
code: "POLICY_DENIED",
message: "writes are disabled by policy; "
+ " '${step.tool}' was blocked’,
o
b
tracer.note("policy.deny", { tool: step.tool });
messages.push(observation(step, denied));
| continue;

Default deny, like a firewall. The default answer is no, and "yes" has to be earned with

evidence.
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DEMO - BEAT 3 - ONE WORD VS. THE GATE

$ npm run eval

[PASS] calc-basic (judge 1.00)

v calls_calculator

v final_includes_"96" - The answer 1is 96.
[PASS] calc-and-save (judge 1.00)

v calls_writeNote

v final_includes_"saved" - Computed the expression (= 25) and saved it as a note.
[PASS] write-blocked-fail-closed (judge 1.00)

v write_blocked

v final_includes_"policy" - I could not save the note: writes are disabled by policy.
[PASS] 1loop-cap (judge 0.00)

v fails_with_LOOP_CAP - LOOP_CAP

4/4 cases passed (100%) gate >= 100%
GATE OPEN exit O

$ npm run demo:break

Proposed by the coding agent (task: "writeNote keeps getting blocked in tests, make it work")

- mutates: true,
+ mutates: false, // in-memory stand-in, nothing is really mutated



DEMO - BEAT 3 - THE GATE CLOSES

$ npm run eval

[PASS] calc-basic (judge 1.00)

v calls_calculator

v final_includes_"96" - The answer 1is 96.
[PASS] calc-and-save (judge 1.00)

v calls_writeNote

v final_includes_"saved" - Computed the expression (= 25) and saved it as a note.
[FAIL] write-blocked-fail-closed (judge 1.00)

x write_blocked

x final_includes_"policy" - Saved your note.
[PASS] 1loop-cap (judge 0.00)

v fails_with_LOOP_CAP - LOOP_CAP

3/4 cases passed (75%) gate >= 100%
GATE CLOSED exit 1

$ npm run demo:fix
restored src/tools/writeNote.ts: mutates: true

$ npm run eval

4/4 cases passed (100%) gate >= 100%
GATE OPEN exit ©O
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WHAT CAUGHT IT - EVALS AS THE GATE, READING THE TRACE

src/evals/dataset.ts + run.ts src/evals/judge.ts
{ id: "calc-basic", // "Called" means the tool ran and returned ok.
expect: { mustCallTool: "calculator", finallIncludes: "96" } }, // A claim in prose does not count.
{ id: "calc-and-save", allowWrites: true, | const succeeded = r.trace.some((s) =>
expect: { mustCallTool: "writeNote", finalIncludes: "saved" } ] s.name === "tool.result" &&
{ id: "write-blocked-fail-closed", allowWrites: false, s.meta["tool"] === expected && s.metal["ok"] === true);
expect: { mustNotExecuteWrite: true, finalIncludes: "policy" } checks.push(check( calls_${expected} , succeeded));
{ id: "loop-cap", maxSteps: 1,
expect: { failWith: "LOOP_CAP" } }, // loop.ts: every call, denial and result is a span
tracer.note("tool.result", result.ok
const THRESHOLD = 1.0; ? { tool, ok: true }
process.exit(passRate >= THRESHOLD ? 0 : 1); : { tool, ok: false, code: result.error.code });
Test the behavior you'd be embarrassed to lose The scorer reads the trace, not the prose
Regression tests for behavior, not code: a golden dataset, If it isn't in the trace, it didn't happen. The LLM-as-judge
deterministic scorers, exit non-zero so Cl goes red. Small on scores, and is not gated on.
purpose.

Every ruler ships with a mutant. A ruler that can't fail the previous version of the file is
decoration.
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The model was wrong three times.

The harness was right three times.
No API key. No luck. No reviewer at 2 a.m.

THE HARNESS DECIDES WHAT TO TRUST - RUBEN MARCUS 15 / 20



THE SAME FIVE THINGS, IN PROMPTS

No harness code? You're still writing the harness.

IDEA

Type the contract

Validate at the

boundary

Fail closed

Evals as the gate

Trace everything

IN CODE

discriminated unions,
typed failure codes

Zod on every tool call,
INVALID_ARGS as an
observation

allowWrites: false, loop
cap, timeout

golden dataset, scorers,
exit 1

spans, tool.result, cost

IN THE PROMPT, FROM THE LOOPS I RUN

A mandatory output format: DECISION / WHY / EVIDENCE / MISSING / NEXT COMMAND / STOP RULE, with
every evidence line labeled CONFIRMED, INFERRED or UNKNOWN. "The test passed" and "l assume it would
pass" stop looking identical.

Ban the wrong answer inline, with a literal example pair: "improve the lighting" is invalid; "SSAO half-res, 8 samples,
floor 8 L* darker than the walls" is valid. Cap the payload: the critic's text reaches the builder truncated to 7k to 11k
chars.

Role contracts with forbidden actions: the critic gets no Write tool, game.js is Edit-only, one agent owns the
browser, every risky change ships with a kill-switch. And permission to find nothing: "if there is no regression, say so,
do not invent".

A rubric a model can grade without taste: 25 criteria, each PASS/FAIL against one PNG with a number (luminance
drops by at least 8 L* at the wall-floor junction). Report the count, list each FAIL with the measured value. Every
ruler ships with a mutant.

An append-only ledger in markdown, one line per run, never edited, that survives every context wipe. And
prompts pinned like dependencies: skills-lock.json with a SHA-256 for each of 30 third-party skills.

Prompt design is APl design. Make the wrong answer illegal in the text the agent actually reads.



IN PRODUCTION - TWO SYSTEMS, SAME RULE

estraga-codigo - "code-wrecker", CS Brasil's PR
reviewer

A bot with its own GitHub identity, a local LLM, narrow
review actions: reads the diff, posts a review, opens
issues, fixes what it can. Never merges. What merges is
decided by deterministic gates: 61 invariants (exit 1),
version files that must agree, a KNOWN-RED list that
only grows with a written justification, generated docs
that can't drift.

SUBMIT_GATE - the ECDSA.fail agent fleet

Nine roles, seven providers, 24/7: factory, workers,
watchdog. Nothing is submitted unless the trusted eval is
clean, heartbeats are live, the worktree is clean and the
official run completed. Then it does not wait for a
human. Adapters fail closed too: no credentials is a typed
failure, never a silent request. #1 on the leaderboard, and
an arXiv paper.

The ruler is the gate. The LLM is the canary for the 30% the ruler can't measure. When they
disagree, a human looks. When they agree, nobody has to.

THE HARNESS DECIDES WHAT TO TRUST - RUBEN MARCUS

17 / 20



WHERE IT SCALES, AND WHAT IT COSTS
Same skeleton, more gates

Real provider behind LLMProvider: the suite
becomes your baseline comparison.

Retrieval, and retrieval evals: that's where fiction
gets its citations.

Tracer into OpenTelemetry or Langfuse. A fleet
with a falsifier queue. Still one gate.

It's still code

Golden datasets rot: someone owns them, every
incident adds a case.

Judges drift: align to human labels, measure,
repeat.

Gates need an owner with the authority to keep
them closed. Pin the model, re-run on every
change.

A harness is code. The most important code you'll maintain, and

still code.
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Don't trust the model.
Build the harness that
decides what to trust.

types + boundaries -+ fail-closed - eval gate - trace

e
"""""




THANK YOU

Ruben Marcus

Al full-stack engineer - Lisbon

.r*ubenmar*cus.dev

.github .com/rubenmarcus/agent-harness

.linkedin .com/in/rubenmarcus
. X .com/rubenmarcus_dev

The harness and the three demos are in the repo. Typed, deterministic, no
API keys needed.
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