Al Agents for Incident
Response: The Good, the
Bad, and the Ugly




The good
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AI Agents for Incident Response

Everyone integrating Al

< Commercial stack > < Open-source >
- Datadog Incident Al - Prometheus,
- New Relic AlOps VictoriaMetrics, Mimir,
- PagerDuty Al Agents Thanos
+ Splunk Enterprise Security + Loki, ELK Stack,
8.2 OpenSearch
- AWS CloudWatch - Tempo, Jaeger, Zipkin
- Honeycomb MCP - Grafana

« OpenTelemetry
- SigNoz, OpenObserve

62% of organizations started implementations, 49% running pilots

< Al stack
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for Incident Response
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AI Agents for Incident Response

Common investigation process

Rely on alert, observability stack, knowledge about the system
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AI Agents for Incident Response
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MCP

MCP (Model Context Protocol) is an open-source standard for
connecting Al applications to external systems.
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The bad
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AI Agents for Incident Response

Not everything works as expected

C

Rabbi1t holes > < Data quality > <Agent overwhe1m>

- Al goes too deep on low- - Garbage in,garbageout + One agent gets
priority alerts overwhelmed by
- Fragmented tooling context
* |nvestigation scope creep creates visibility gaps
- Becomes too generic,
- Gets stuck analyzing - Al can't magically fix can't prioritize
noise bad data quality

- Struggles to coordinate
multiple data sources

<Un|<nown failures>

- Uncontrolled creativity
and freedom could be
bad (sometimes?)

+ Should be scoped
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The ugly
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AI Agents for Incident Response

Engineers trust Al
without verification

« 97% of Al-related breaches stemmed from absent

human oversight

» 49% of firms now investing in upskilling programs
- Junior engineers never learned manual skills
+ Senior engineers' skills degraded from over-reliance

- Human-in-the-loop doesn't work - people rubber-

stamp Al suggestions




AI Agents for Incident Response

Prompt injection

- Attacker makes your app log malicious command
 Incident occurs — Al agent reads logs to investigate

- Al sees the malicious log entry and executes
attacker's command

- Al leaks secrets (APl keys, credentials, customer
data)

+540% 1increase 1in prompt injection attacks (2025)




Truth
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AI Agents for Incident Response

Trust for

- Correlation across tools
- Alert triage

- Pattern recognition

- Faster investigation

- Initial analysis




AI Agents for Incident Response

Alisaforce [
multiplier

It scales productivity,
decisions, and impact*

*including mistakes, risks, and failure modes.



